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Abstract

In latent generative models, reconstruction quality is often assumed to correlate with generative
performance. However, reconstruction FID (rFID) can exhibit weak or even negative correlation
with generation FID (gFID). We attribute this misalignment to a latent distribution mismatch:
reconstruction evaluates the decoder on encoder-induced latents, whereas generation uses the
same decoder on latents produced by the generative model. To characterize this shift, we introduce
generation-aware reconstruction (GAR), which constructs a continuous trajectory from standard
reconstruction toward generation by perturbing encoder latents with noise and denoising them
through the generative model before decoding. GAR probes the decoder behavior along this
trajectory, making the transition from encoder to generation-time latent distributions observable
and diagnosable. The resulting trajectory-based diagnostic, GAR-FID, exhibits strong empirical
correlation with gFID across diverse tokenizers and scales. Importantly, intermediate GAR latents
become more generation-aware while preserving correspondence with their source images, thereby
retaining paired supervision that is absent for fully generated latents. This correspondence enables
decoder adaptation on intermediate GAR latents, consistently improving generative quality across
model scales. Overall, latent distribution mismatch provides a useful perspective for evaluating and
improving latent generative models.

1 Introduction

Latent generative modeling has become a dominant paradigm for high-quality image synthesis,
typically using a visual tokenizer to map images into a latent space where generation is modeled by
diffusion or flow matching [Rom+22; Pre+22; PX22; AVE23; LGL23; Gen+25a]. Reconstruction
quality is commonly used to evaluate the tokenizer and is often implicitly assumed to correlate with
downstream generative performance: a decoder that better reconstructs images from encoder latents
might also be expected to produce better samples during generation [OVK17; ERO21; Rom+22;
Pre+22]. However, recent empirical studies [YW25; Kou+25; Ye+25; Sko+25; Che+25b; Xu+26]
have challenged this assumption. In practice, reconstruction FID (rFID) can exhibit weak or even
negative correlation with generation FID (gFID), suggesting a possible misalignment between recon-
struction quality and generative performance.

In this paper, we investigate the causes of misalignment between reconstruction quality and generation
performance in latent generative models. We hypothesize that this misalignment can be explained
by structural differences between the latent distributions encountered during reconstruction and
generation. That is, the fact that reconstruction evaluates the decoder on encoder latents z, ~ P,,
whereas generation uses the same decoder on generative latents z, ~ Py, as illustrated in Figure 1(a).
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Figure 1: Generation-aware reconstruction exposes the reconstruction-generation latent tran-
sition. (a) Reconstruction and generation use the same decoder on different latent distributions:
reconstruction decodes encoder latents z. ~ P., whereas generation decodes generator-produced
latents z4 ~ Py. (b) GAR uses the generative process to construct a trajectory of intermediate latent
distributions P} from reconstruction toward generation. (¢) In this setting, rFID is weakly correlated
with gFID, with Spearman rank correlation p = —0.34. (d) GAR-FID at n, = 0.8 exhibits strong
correlation with gFID, achieving p = 0.99.

When P. and P, differ, decoder behavior under encoder latents need not reflect its behavior at
generation time, potentially explaining why reconstruction quality may not closely track generative
performance. Moreover, comparing only the two endpoints leaves unobserved how decoder behavior
changes as its inputs shift from encoder to generation-time latent distributions.

To expose this transition, we introduce generation-aware reconstruction (GAR), which constructs a
continuous trajectory from standard reconstruction toward generation, as illustrated in Figure 1(b).
Specifically, GAR perturbs encoder latents with noise and denoises them through the generative
model before decoding, producing intermediate latent distributions between the reconstruction and
generation endpoints. By probing the decoder along this trajectory, GAR makes the reconstruction-
generation transition traceable. The resulting trajectory-based diagnostic, GAR-FID, exhibits high
correlation with gFID across diverse tokenizers, generator architectures, and model scales—in
contrast to the weak association observed for rFID (Figure 1(c,d)). As such, GAR complements
endpoint measurements by revealing how decoder behavior evolves between reconstruction and
generation.

Finally, the GAR trajectory also provides a natural opportunity for improving generation. At in-
termediate noise levels, GAR latents move toward generation-time distributions while retaining
correspondence with their source images, thereby providing generation-aware paired supervision.
Based on this insight, we propose a simple decoder adaptation approach that freezes the encoder
and generative model and fine-tunes only the decoder on intermediate GAR latents using standard
tokenizer objectives. This generation-oriented adaptation exposes the decoder to latent distributions
closer to those encountered during generation while preserving meaningful image-level supervision,
leading to consistent improvements in generative quality across model scales. Overall, our results
establish latent distribution mismatch as a useful perspective for evaluating and improving latent
generative models.



Our contributions are summarized as follows:

1. We identify a latent distribution mismatch between reconstruction and generation: the same
decoder is evaluated on encoder latents during reconstruction but operates on generator-produced
latents during generation. This provides a distributional explanation for why reconstruction
quality need not track generative performance.

2. We introduce generation-aware reconstruction (GAR), which constructs and probes the reconstru
ction-generation latent trajectory. GAR-FID quantifies decoder behavior along this trajectory and
provides a reliable evaluation proxy for generative performance, exhibiting strong correlation
with gFID across diverse tokenizer and generator configurations.

3. We show that this trajectory provides a principled route from diagnosis to adaptation: intermedi-
ate GAR latents move toward generation-time distributions while retaining source correspondence,
providing paired, generation-aware supervision for decoder adaptation and consistently improving
generative quality across model scales.

2 Revisiting Reconstruction and Generation

Latent generative models couple a tokenizer with a generative model through a shared decoder, yet the
two are trained independently and operate on different latent distributions. This section formalizes
this distributional gap and introduces generation-aware reconstruction (GAR) as a framework for
probing the transition between reconstruction and generation.

2.1 Latent Distribution Mismatch Between Reconstruction and Generation

Latent visual generative models [Rom+22] are typically composed of two separately trained compo-
nents: a continuous visual tokenizer [Che+25c¢; Che+25b; Yan+26b; Kou+25] and a latent diffusion
or flow-matching model [Pre+22; PX22; AVE23; LGL23; Gen+25a].

As illustrated in Figure 1(a), standard reconstruction encodes an input image z to a latent z, =
Eo(x) ~ P, and decodes it as & = Dy (z.); quality is measured by Fr'echet Inception Distance [FID;
Heu+17], referred to as rFID. Generation starts from noise ¢ ~ N(0,I): a generative model G,,
produces a latent z, = G, (¢) ~ P,, decoded as & = Dy(z,), with quality measured by gFID.

The two pathways differ in the distribution of latents the decoder receives: P, in reconstruction, P,
in generation. Good decoder behavior under one does not guarantee good behavior under the other,
which is why rFID and gFID can diverge. Both metrics capture only their respective endpoints; how
decoder behavior evolves between them remains uncharacterized.

2.2 Generation-Aware Reconstruction
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SO zg = 2z, and 7?5 P., recovering standard reconstruction. At 1, = 1, the encoder latent is fully
replaced by noise and the full generative process is applied, so zg = zg and 73; = P,, recovering the
generation endpoint. As 7, increases, the intermediate distributions P; progressively move from P,
toward P,, while source correspondence gradually weakens. GAR thus connects the two endpoints

through a controlled latent-distribution trajectory.

We define GAR-FID as the FID between source images and their GAR outputs % at a specified noise
level 7. By varying 7., GAR-FID tracks how decoder behavior changes as its inputs move along the
generator-induced trajectory from P, toward P,: rFID characterizes the reconstruction endpoint,
GAR-FID probes the intermediate distributions P}, and gFID characterizes the generation endpoint.
As shown in Section 4, GAR-FID becomes strongly associated with gFID as the trajectory approaches
the generation-time regime across diverse tokenizer and generator configurations.

At intermediate noise levels, GAR latents can become more generation-aware while retaining source
correspondence. This paired structure allows the same trajectory used for diagnosis to also provide a
training distribution for decoder adaptation, as described in Section 6.

3 Characterizing the Reconstruction-Generation Latent Shift

We now empirically examine the latent distribution perspective developed in Section 2. We first
quantify the mismatch between P. and P,. We then verify that GAR induces the expected shift from
P. toward P, as the noise level increases. Finally, we study how the endpoint mismatch is associated
with generative performance. Additional analyses of structural and perceptual reconstruction quality
along the GAR trajectory are provided in Appendix C.

3.1 Latent Distribution Mismatch

To characterize the distribution mismatch between encoder latents z. and generative latents z,, we
conduct a systematic empirical analysis using the SD-VAE [Rom+22] encoder and iMF [Gen+25b] as
representative models. Since each latent is high-dimensional (z, € R32*32%4 je., 4096 dimensions),
conventional low-dimensional visualization techniques such as 2D PCA were not sufficiently informa-
tive in our analyses. To overcome this limitation, we adopt Linear Discriminant Analysis (LDA) to
identify the direction that maximizes separation between the two distributions, and visualize the
resulting one-dimensional projections as Gaussian-smoothed densities, as shown in Figure 3.
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rability increases systematically in progressively deeper decoder feature spaces. At Decoder Up
Block 0, the LDA AUC reaches 0.999, indicating near-complete separation between encoder- and
generator-induced representations. We refer to this phenomenon as the decoder amplification effect:
differences that are moderate in latent space become substantially more pronounced in downstream




decoder representations. This observation suggests that the decoder can amplify latent distribution
mismatch as representations propagate toward image space.

3.2 Distribution Shift Along the Reconstruction-Generation Trajectory

We next verify the latent distribution shift induced by 125
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a consistent distributional shift: the Latent-FD between
P, and P, increases, while that between P} and P, de-
creases. This confirms that GAR progressively moves de-
coder inputs away from the reconstruction regime and
toward the generation-time regime, consistent with the reconstruction-generation trajectory defined
in Section 2.2. As source correspondence weakens along this trajectory, structural and perceptual
reconstruction quality also gradually deteriorates; detailed results are provided in Appendix C.

3.3 Latent Distribution Mismatch and Generative Performance

We finally examine whether the endpoint mismatch between P, and P, is associated with generative
performance. We measure the mismatch using Latent-FD and compare it with gFID, both with and
without classifier-free guidance (CFG). Our evaluation uses the SD-VAE tokenizer [Rom+22] with
iMF-B/2, iMF-M/2, and iMF-XL/2 [Gen+25b] on ImageNet [Den+09].
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Figure 5: Latent distribution mismatch and generative performance across iMF
model scales. Smaller Latent-FD between P. and P, coincides with lower gFID,
both without and with CFG.

One possible explanation is that a larger mismatch places the decoder on generation-time latents
farther from the distribution encountered during reconstruction, potentially degrading sample quality.
Motivated by this empirical relationship, we next provide a theoretical perspective showing how
latent distribution mismatch can contribute to an upper bound on generative error.

Proposition 1 (A Lipschitz Bound Linking Latent-FD and gFID ). Let ¢ : X — R2%4® denote the
Inception feature extractor used for FID, and define the decoder-feature map T' = 1) o Dy. Suppose that
P. and P, are Gaussian latent distributions. Assume that the decoder Dy and feature extractor v are
Lipschitz with constants Lp and L., respectively. Then we have

V/&FID < VAFID + Ly Lp/Latent-FD(P., Py). (3.1)
The proof is provided in Appendix B. Proposition 1 provides a theoretical lens for the empirical trend
in Figure 5. Under the stated Gaussian and Lipschitz assumptions, gFID is upper-bounded by the
reconstruction term together with a contribution that grows with latent distribution mismatch and is
scaled by the decoder-feature Lipschitz constant. The bound does not imply that reducing Latent-FD
must reduce gFID; rather, it identifies latent mismatch as one factor that can enlarge the gap between
reconstruction and generation, consistent with the empirical association above.



4 Tracking Decoder Behavior from Reconstruction to Genera-
tion

We now examine how decoder behavior evolves along the reconstruction-generation trajectory and
how GAR-FID captures this evolution. We first use a controlled setting with a fixed tokenizer to isolate
variation induced by the generative model and connect GAR-FID to the underlying latent distribution
shift. We then examine whether the relationship between GAR-FID and generative performance
remains stable when both tokenizers and generators vary.

4.1 Controlled Study With a Fixed Tokenizer

We begin with a controlled rFID . gFID w/o CFG GAR-FID
study that fixes the SD- 1] 1641 :

VAE tokenizer [Rom+22]

while varying the gener-
ative model across three

scales: iMF-B/2, iMF-M/2, 0705 MF B2 IMFM/2 IMFXLZ © IMEB/2 IMFM/2 IMFXLZ | IMF-B/Z IMF
and iMF-XL/2 [Gen+25b]. Figure 6: Metric behavior under a fixed tokenizer (SD-VAE) as generator scale
Fixing the tokenizer places increases from iMF-B/2 to iMF-XL/2. rFID remains unchanged by construction,
all latent distributions in a while gFID and GAR-FID vary with the generative model.

shared latent space, making Latent-FD(P., P,) directly comparable across generators and isolating
variation induced by the generative model. Figure 6 shows that gFID decreases substantially with
increasing generator scale, while rFID remains unchanged because the tokenizer is fixed. This
invariance is expected: rFID characterizes reconstruction under P, and does not depend on the
generative model. GAR-FID, in contrast, varies consistently with generator scale because its inter-
mediate distributions P; depend on the corresponding generator. This controlled setting therefore
highlights their distinct roles: rFID characterizes tokenizer reconstruction, whereas GAR-FID reflects
generator-induced variation along the reconstruction-generation trajectory.
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Connecting GAR-FID to Latent Distribution Mismatch. Section 3.3 showed that, within this fixed-
tokenizer setting, a larger endpoint mismatch between P, and P, is empirically associated with worse
generative performance. We summarize this observed relationship as Latent-FD(P., P,;) T ~» gFID 1.
Hereafter, ~~ denotes an empirical relationship rather than a causal implication.

We next examine how GAR-FID connects to this end- 125 20
. . . . . . . —+— Latent-FD

point relationship through the intermediate distribu- 100) 4 GAR-FID Mis
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Latent-FD(P;,P.) 1. Moreover, under the fixed- Figure 7: GAR-FID (w/o CFG) closely tracks
tokenizer setting, Latent-FD(P!,P.) preserves the Latent-FD(P.,P.) across noise levels.
model ordering of the endpoint mismatch Latent-FD(P,,P.) across noise levels (Appendix D).
We summarize this ordering relationship as Latent-FD (P}, P.) T ~» Latent-FD(Py, P) 1 .

Combining these observations yields the following empirical association chain:
GAR-FID 1 ~+ Latent-FD(P}, P.) t ~» Latent-FD(Py,Pe) T ~» gFID 1. 4.1)

The three links respectively capture the correlation between GAR-FID and intermediate latent
mismatch, the preservation of generator ordering from intermediate to endpoint mismatch, and the
empirical association between endpoint mismatch and generative performance. This chain provides



Table 1: Correlation between FID-based metrics and generative performance (gFID). Correlations
are computed across models obtained by training SiT with 13 pre-trained VAEs. We report Pearson
correlation (PCC) and Spearman rank correlation (SRCC), with and without CFG, for SiT-B, SiT-XL,
and their mixed configurations. The correlation between GAR-FID and gFID strengthens as the noise
level 7, increases, while rFID remains negatively correlated with gFID across settings. Bold indicates
the best results. ' denotes results from [Xu+26], and * indicates our reproduced results. Full results
are provided in Table 7 in Appendix H.

gFID SiT/B gFID SiT/XL gFID SiT/mixed
Metrics w/o CFG w/ CFG w/o CFG w/ CFG w/o CFG w/ CFG
PCC (1) SRCC (1) PCC(1) SRCC() PCC() SRCC (1) PCC (1) SRCC (1) PCC(f) SRCC (1) PCC (1) SRCC (1)

FID -0.04 -0.31 -0.07 -0.31 -0.06 -0.21 -0.15 -0.31 - - - -
iFID? 0.85 0.86 0.82 0.84 0.89 0.91 0.88 0.92 - - - -
rFID* -0.11 -0.36 -0.11 -0.30 -0.13 -0.34 -0.15 -0.39 -0.10 -0.30 -0.10 -0.28
iFID* 0.86 0.83 0.80 0.79 0.90 0.88 0.88 0.90 0.72 0.77 0.64 0.70
GAR-FID (7, =0.6)  0.81 0.79 0.77 0.78 0.79 0.84 0.80 0.79 0.86 0.89 0.84 0.85
GAR-FID (1, = 0.7)  0.93 0.90 0.89 0.87 0.91 0.90 0.91 0.86 0.95 0.96 0.93 0.91
GAR-FID (1, = 0.8)  0.98 0.96 0.96 0.94 0.98 0.99 0.97 0.96 0.99 0.99 0.97 0.95
GAR-FID (7, =0.9)  1.00 0.99 0.98 0.98 1.00 1.00 0.98 0.96 1.00 1.00 0.98 0.97
GAR-FID (1, =1.0)  1.00 0.99 0.98 0.99 1.00 1.00 0.98 0.96 1.00 1.00 0.98 0.97

an empirical explanation for why GAR-FID becomes increasingly associated with gFID as the trajectory
approaches the generation-time regime.

Beyond the Controlled Setting. Because the tokenizer is fixed, all latent distributions share
the same representation space and Latent-FD can be compared directly across generators. When
tokenizers vary, their latent spaces differ and Latent-FD is no longer directly comparable. We therefore
turn to metric correlations to assess whether the GAR-FID—gFID relationship remains stable across
tokenizer and generator variations.

4.2 Robustness Across Tokenizers and Generators

We next examine whether the relationship between GAR-FID and gFID remains stable when both
the tokenizer and generative model vary. Following iFID [Xu+26], we evaluate 13 tokenizers with
two latent generative models, SiT-B and SiT-XL. [Ma+24], and compute rFID, GAR-FID, and gFID for
each tokenizer-generator configuration. All metrics are reported in Table 4 and Table 5, with detailed
experimental settings provided in Appendix H.

As shown in Table 1, rFID exhibits negative correlation with gFID across SiT-B, SiT-XL, and mixed-
generator configurations, consistent with the reconstruction-generation discrepancy observed in prior
work [YW25; Kou+25; Ye+25; Sko+25; Che+25b; Xu+26]. By contrast, the correlation between
GAR-FID and gFID strengthens as 7, increases. At 7, = 0.8, GAR-FID already exhibits consistently
high correlation across SiT-B, SiT-XL, and their mixed configurations, with SRCC ranging from 0.94
to 0.99.

The mixed SiT-B/XL setting further tests whether the GAR-FID-gFID relationship remains stable
across generator scales. Correlations computed within a single generative model, such as SiT-B or
SiT-XL [Ma+24], primarily capture tokenizer variation under a fixed generator scale. By contrast,
the mixed setting jointly varies tokenizer choice and generator scale, providing a more demanding
test that better reflects cross-system comparisons in latent generative modeling. In this setting, the
correlation of iFID with gFID decreases, whereas GAR-FID maintains consistently strong correlation;
for example, at 7, = 0.8, GAR-FID achieves SRCCs of 0.99 and 0.95 without and with CFG, respectively,
compared with 0.77 and 0.70 for iFID. These results indicate that the GAR-FID—gFID relationship
remains robust across heterogeneous tokenizer-generator configurations.

Leave-one-out robustness across tokenizers. To test whether the GAR-FID—gFID correlation is
driven by any individual tokenizer, we perform a leave-one-out analysis over the 14 SiT-XL tokenizer
configurations, recomputing SRCC after omitting each tokenizer. Correlations are more sensitive
to individual tokenizers at low noise levels but become uniformly high at , > 0.8. At n; = 0.8, the



leave-one-out SRCC is 0.99 for every omission without CFG and ranges from 0.96 to 0.97 with CFG,
showing that the strong correlation is not driven by any single tokenizer. Full results are provided in
Tables 8 and 9 in Appendix H.

Computational cost. For multi-step generators, intermediate GAR-FID can additionally be more
computationally efficient than endpoint gFID, as it requires only a partial generative trajectory.
Detailed runtime comparisons are provided in Table 3 in Appendix F.

5 A Unified Perspective on Latent Distribution Mismatch

As discussed in Section 4, latent distribution mismatch provides a useful explanation for the gap
between reconstruction and generation: the same decoder operates under different latent distributions
in the two regimes. GAR makes this shift observable by exposing decoder behavior along the
intermediate distributions 73’* between P. and P,. Beyond this diagnostic role, GAR reveals a
broader insight: generation- orlented evaluation and training should account for the latent distributions
encountered during generation.

This perspective naturally leads to two complementary ways to address the latent distribution
mismatch. The first is to improve the latent generative process, such that the resulting distribution
P, more faithfully approximates the encoder-induced distribution P, that the generator is trained to
model. The second is to adapt the decoder, such that it reliably operates on samples drawn from P, or
intermediate generative distributions ;. These correspond to reducing the mismatch on the generator
side, or adapting the decoder to the latent distributions encountered during generation.

A large body of prior work has focused on the first direction, improving the latent generative
process through multiple complementary avenues, including stronger architectures and scaling
strategies, improved objectives and transport formulations, enhanced multimodal conditioning, and
efficient sampling or distillation techniques [PX22; Ess+24; Mei+24; Ton+26; Che+24; Lip+23;
LGL23; AVE23; Gen+25a; Wu+25; Lab24; Xie+25; SH22; Son+23; Luo+23; SD24; Sau+24].
Additional approaches leverage reinforcement learning, preference-based optimization, or richer
latent representations to further improve generative quality [Yu+25; Liu+25; Xue+25; Lee+23;
Fan+23; Xu+23; Wal+23; Zhe+26; Len+25; Yan+26b; Che+25b; Che+25c¢; Ye+25]. Although
these methods do not necessarily explicitly optimize the discrepancy between P, and P,, they
broadly improve the latent representation being modeled. In the standard two-stage setting, where
the latent generator is trained to model the encoder-induced distribution P., improving its modeling
fidelity can be viewed as reducing the generator-side mismatch between P, and P.. Consistent with
this perspective, our controlled study shows that stronger generators exh1b1t a smaller measured
discrepancy between P, and P,.

Our results motivate the complementary decoder-side perspective. Even as the generative model
improves, generation still relies on a decoder trained under P. but operating on latents drawn from
P,. Improving the generator therefore does not directly optimize decoder behavior under generation-
time latent distributions. Moreover, as evidenced by the decoder amplification effect, discrepancies
in latent space can become substantially more pronounced in downstream decoder representations.
Consequently, generative performance depends not only on the mismatch between P, and P, but also
on how reliably D, operates as its input distribution shifts toward the generation-time regime.

This motivates aligning decoder training with generation-relevant latent distributions. Intermediate
GAR latents provide a practical way to do so: they move toward the generation-time regime while
retaining correspondence with their source images, thereby preserving paired supervision that
is unavailable for fully generated latents. We instantiate this idea through decoder adaptation
(Section 6), which fine-tunes the decoder on intermediate GAR latents while keeping the encoder
and generative model fixed. In this way, the same GAR trajectory used to diagnose the reconstruction-
generation shift also provides a natural training distribution for improving downstream generative
performance.



6 Decoder Adaptation via Latent Distribution Alignment

We instantiate the decoder-side perspective developed above through decoder adaptation (DA),
which keeps the encoder & and generative model G, fixed and updates only the decoder Dy on
intermediate GAR latents. Given an image xz, we first obtain its encoder latent z. = &y(x) ~ P..
Following Section 2.2, we perturb z. as zfloisy = a;2. + bie, where e ~ N(0, I), and denoise it through
the fixed generative model to obtain z} = G, (2},,t) ~ P;, which is decoded as Z(¢) = Dy(z)-

Only the decoder parameters ¢ are optimized during adaptation.

The choice of intermediate GAR latents is central to DA. Standard decoder training operates on
encoder latents z, ~ P., which retain source correspondence but do not expose the decoder to
generation-relevant latent distributions. Fully generated latents z, ~ P,, in contrast, reflect the
generation-time distribution but have no paired target images. Intermediate GAR latents bridge these
regimes: as 7, increases, P, moves toward P, while intermediate noise levels retain correspondence
with the source image x. DA therefore trains the decoder on generation-relevant latents while
preserving paired supervision. In this sense, latent distribution alignment is achieved by changing
the decoder’s training distribution rather than introducing an explicit distribution-matching objective.
We use noise levels 1, € [0.25,0.45] for adaptation, with sensitivity studied in Appendix E.

To optimize the decoder, we adopt standard objectives commonly used in modern visual tokeniz-
ers [Tia+24; Fan+26; Yu+26], combining pixel-level, perceptual, adversarial, and feature-statistics
supervision:

Lpa(¢) = M||Z(¢) — z||5 + A2Lipps + A3 Loan + AaLcram. (6.1)

The pixel, LPIPS, and Gram terms exploit the correspondence between the GAR output z(¢) and
its source image x. Specifically, £1pps measures perceptual similarity using deep feature repre-
sentations [Zha+18; SZ15], while Lgram matches feature covariance statistics through Gram ma-
trices [GEB16; Lu+25]. The adversarial term Lgan encourages realistic decoded outputs and is
implemented using a hinge-based adversarial objective [Iso+17; LY17; KLA19; Kar+20]. We set
A1 = 1.0, Ay = 1.0, A3 = 0.7, and A4 = 10.0 across all experiments. Importantly, these objectives
are standard; the key change in DA is the training distribution presented to the decoder, replacing
encoder-only latents with paired, generation-aware GAR latents.

7 Experiments

Experimental Setup. To evaluate decoder adaptation, we conduct experiments on four iMF
model scales, iMF-B/2, iMF-M/2, iMF-L/2, and iMF-XL/2 [Gen+25b], all sharing the SD-VAE tok-
enizer [Rom+22]. During adaptation, the tokenizer encoder and latent generative model are frozen,
and only the decoder is updated. We consider two settings: DA w/o CFG, which uses GAR latents
generated without CFG and trains for 10 epochs, and CFG-aware DA, which uses CFG during GAR
construction and trains for one epoch. Experiments are conducted on ImageNet-1k at 256 x 256
resolution [Den+09]. Additional implementation details are provided in Appendix K. Code and
checkpoints will be publicly released.

Main Results. As shown in Table 2, DA w/o CFG consistently improves generative performance
across all model scales, with larger gFID gains observed without CFG and for smaller models.
CFG-aware DA further improves guided generation despite using only one epoch of adaptation,
outperforming or matching the 10-epoch DA w/o CFG setting across all reported gFID evaluations
with CFG. The gains remain consistent across both the official iMF and OpenAl evaluation protocols,
suggesting that the improvement is not tied to a particular FID implementation. Importantly, neither
adaptation setting introduces additional inference cost, as only the decoder weights are updated
while the inference pipeline and generative model remain unchanged.

Additional Analyses. We provide further analyses of the 10-epoch DA w/o0 CFG setting in Appendix L.
First, repeated evaluation over three random seeds shows consistently small variance and stable gFID



Table 2: Effect of decoder adaptation (DA) on generative performance. We report gFID without
and with CFG across iMF model scales under two adaptation settings: DA w/o CFG, trained for 10
epochs using GAR latents generated without CFG, and CFG-aware DA, trained for one epoch using
GAR latents generated with CFG. ': results reported in iMF [Gen+25b]. *: our reproduction using
the official iMF protocol. *: our reproduction using the OpenAl protocol. See Appendix J for protocol

details.
Setting gFID w/o CFG (]) gFID w/ CFG (])
iMF-B/2 iMF-M/2 iMF-L/2  iMFXL/2  iMF-B/2  iMFM/2  iMFL/2  iMFXL/2
w/o DA - - - - 3.39 2.27 1.86 1.72
w/o DA! 16.58 11.92 9.28 9.78 3.37 2.27 1.86 1.73

DAw/o CFG (10 ep.)}  12.21 1437  9.52 Tou0  7.34 T1.94 747 Toz1 2.90 foar 212 To15 1.65 Too1  1.56 fo17
CFG-aware DA(1 ep.)} - - - - 2.81 Tos6  1.98 To29 1.58 Toa2s 1.50 g3

w/o0 DA* 16.41 11.92 9.26 9.41 3.47 2.40 1.90 1.80
DA w/o CFG (10 ep.)* 12.41 t400 9.66 1o 7.41 T1s5 7.61 T1s50 3.12 To35 2.30 1010 1.80 1910 1.73 1007
CFG-aware DA (1 ep.)* - - - 3.01 Tou6  2.19 To21 1.70 To20  1.61 o9

improvements across model scales (Table 12). Second, after adaptation, rFID varies more consistently
with gFID across generator scales, indicating a closer correspondence between reconstruction and
generation behavior (Figure 12). Third, the noise-level sensitivity analysis in Table 13 reveals a clear
trade-off between generation awareness and source correspondence, with 7; = 0.5 achieving the
best gFID without CFG across all scales under fixed noise. Fourth, reconstruction results in Table 14
show that DA trades standard reconstruction fidelity for improved behavior as GAR approaches the
generation-time regime. Finally, qualitative comparisons show that DA reduces visual artifacts and
yields richer details and more semantically consistent samples (Figures 13-23).

Generalization Study. Beyond iMF [Gen+25b], we further apply the same one-epoch CFG-aware
decoder adaptation to MeanFlow-XL,/2 [Gen+25a] and DMF-XI,/2+ [LYS26]. Under the official iMF
evaluation protocol, decoder adaptation consistently improves gFID from 3.43 to 2.96 on MeanFlow-
XL/2 and from 2.16 to 1.90 on DMF-XL/2+. These results show that the benefits of decoder adaptation
extend beyond iMF and remain effective across both from-scratch and distillation-based generative
models, supporting its generalization across different generator training paradigms. A broader system-
level comparison on class-conditional ImageNet 256 x 256 is provided in Table 15 of Appendix L.

8 Conclusion

This work presents a latent distribution perspective on the reconstruction-generation discrepancy in
latent generative models. We identify that reconstruction and generation evaluate the same decoder
under fundamentally different latent distributions, and introduce GAR to make this shift observable
through a controlled trajectory. GAR-FID provides a reliable proxy for generative performance, and
decoder adaptation on intermediate GAR latents consistently improves generation quality across
scales. We hope this perspective encourages future work to account for generation-time latent
distributions in tokenizer evaluation and training.
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Appendix

A Latent Fréchet Distance

To measure the distributional discrepancy in latent space, we adopt the Fréchet distance between two sets of
latent variables, z& ~ P4 and z? ~ Pp. Specifically, we estimate the empirical mean and covariance of the two
latent distributions, denoted by (11, X1) and (u2, X2), respectively. Based on these statistics, we define the latent
Fréchet distance (Latent-FD) as FD (P4, Pp) = |1 — p2]|3 + Ti(E1 4+ B2 — 2(X1%2)1/?). This metric provides
a well-established measure of discrepancy between two distributions by capturing both first-order (mean) and
second-order (covariance) statistics, and is closely related to the widely used Fréchet Inception Distance (FID).
Both metrics compute the Fréchet distance under a Gaussian assumption, differing only in the representation
space used to estimate these statistics. Specifically, FID operates in a learned semantic feature space, where
each image is mapped to a 2048-dimensional representation using a pretrained InceptionV3 [Sze+ 16] network.
In contrast, our Latent-FD is computed directly in the model latent space, using latents from the encoder or
generative process. This distinction allows Latent-FD to directly quantify distributional discrepancies relevant to
the generative pipeline, while retaining the same underlying geometric interpretation as FID.

B Proof of Proposition 1

Let Paata denote the real image distribution, let 1) be the Inception feature extractor used for FID, and define
T = 1 o Dy. We write

Qdata = w#Pdataq Qe = T#P€7 Qg = T#pg
For any distribution Q with finite second moment, let I'(Q) = M (ug, X¢) be the Gaussian distribution with
the same mean and covariance as Q. The FID between two feature distributions Q and R is the squared
2-Wasserstein distance between their Gaussian approximations:

FID(Q,R) = W3 (I'(Q),I'(R)).
Therefore, using the triangle inequality for W5,
v gFID = WQ(F(Qdata)v F(Qg))
S WZ(F(Qdata)7 F(Qe)) + WZ(F(Q€)7F(QQ))
= VIFID 4 /FID(Q., Q).

The Gaussian Fréchet distance between the moment-matched Gaussians is upper bounded by the true Wasserstein
distance between the original distributions, since

FID(Q., Qq) < W5(Qe, Q).
Moreover, because 7T is L-Lipschitz, pushing any coupling of P. and P, through 7" gives
Wa(Qe, Qg) = Wa (T Pe, Ty Py) < LW2(Pe, Py).

Finally, since P. and P, are Gaussian, the latent Fréchet distance equals the squared Wasserstein distance
between them:

Latent-FD(Pe, Py) = W3 (Pe, Pg).
Combining the preceding inequalities yields

\/gFID < VrFID + Ly Lp+/Latent-FD(P,, P,).

C Structural and Perceptual Quality under GAR

We provide additional analysis of reconstruction quality under GAR using both structural and perceptual metrics.
This analysis complements the main text by illustrating how latent distribution shift manifests in reconstruction
quality. For structural fidelity, we consider peak signal-to-noise ratio (PSNR) and structural similarity index
(SSIM). For perceptual quality, we use Fréchet Inception Distance [FID; Heu+17] and learned perceptual image
patch similarity [LPIPS; Zha+18]. When computed under the GAR framework, we refer to these metrics as
GAR-PSNR, GAR-SSIM, GAR-FID, and GAR-LPIPS, respectively. All experiments are conducted on the ImageNet
validation set [Den+09], using the SD-VAE tokenizer [Rom+22] and two representative flow-matching models,
iMF-B/2 and iMF-XL/2 [Gen+25b].
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Figure 8: Illustration of the progressive loss of source structure along the GAR trajectory. Each row
shows an original input image (leftmost column) followed by GAR reconstructions at noise levels
n: € {0.0,0.1,0.2,0.4,0.6,0.8,1.0} from left to right. As the noise level increases, reconstructions
progressively deviate from the original inputs: while coarse semantic content may remain loosely
recognizable at intermediate noise levels, fine-grained structural details and local textures are
gradually degraded. At high noise levels (e.g., n: > 0.6), the reconstructed images no longer
preserve the original structure, resulting in semantically plausible but structurally inconsistent outputs.
This progression illustrates how source-level structural fidelity weakens as GAR moves toward the
generation endpoint.
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Figure 9: Structural quality under GAR across noise levels. PSNR (left) and SSIM (right) degrade
consistently as noise increases. Increasing generative model capacity (iMF-B/2 vs. iMF-XL/2) does
not improve structural quality, as both follow nearly identical trends.
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Figure 10: Perceptual quality under GAR across noise levels. LPIPS (left) and FID without CFG (right)
both degrade as noise increases. Increasing model capacity (iMF-B/2 vs. iMF-XL/2) has little effect
on LPIPS but significantly improves FID across noise levels.

Structural Quality. As depicted in Figure 9, both structural metrics, PSNR and SSIM, decline consistently as
the noise level increases. At sufficiently large noise levels (e.g., n: > 0.6), GAR outputs deviate substantially from
the original inputs: coarse semantic content may remain partially recognizable, while fine-grained structure
and local textures are increasingly altered, as illustrated in Figure 8. This behavior is expected as GAR moves
toward the generation endpoint and source correspondence progressively weakens. Increasing generative model
capacity (iMF-B/2 vs. iMF-XL/2) has little effect on these structural metrics, with both models exhibiting nearly
identical trends across noise levels.
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Perceptual Quality. As shown in Figure 10, both perceptual metrics, LPIPS and FID without CFG, increase
consistently as the noise level grows (higher values indicate worse quality). Notably, increasing generative
model capacity (iMF-B/2 vs. iMF-XL/2) has little effect on LPIPS, as the curves nearly overlap, but leads to a
substantial improvement in FID across all noise levels. This indicates that increasing generative model capacity
has little effect on input-level perceptual similarity as measured by LPIPS, while yielding better distribution-level
FID.

Latent Distribution Shift Perspective. The trends above are consistent with the latent distribution shift
induced along the GAR trajectory. As shown in Figure 4, increasing the noise level moves P}, progressively away
from P, and toward P,. At the same time, source correspondence weakens, leading GAR outputs to become less
similar to their corresponding input images. This behavior is reflected by the decreasing PSNR and SSIM and the
increasing LPIPS and FID observed along the trajectory. Together, these results illustrate how the transition from

reconstruction toward generation is accompanied by a progressive loss of source-level structural and perceptual
fidelity.

D Intermediate Latent-FD as an Indicator of Final Latent Mis-
match
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Figure 11: Latent-FD(P}, P.) across noise levels for different generative models, with n;
corresponding to Latent-FD(Py, P.). The model ordering is preserved across noise levels.

Figure 11 compares Latent-FD (P}, P.) across noise levels for different generative models, where 1, = 1.0
corresponds to Latent-FD(P,4, P.). We observe that the model ordering is preserved across all evaluated noise
levels. This consistent ordering indicates that larger intermediate latent mismatch is associated with larger final
mismatch at 7, = 1.0. We summarize this empirical relationship as

Latent-FD(P}, Pe) 1 ~ Latent-FD(Py, Pe) 1 .

Under the fixed-tokenizer setting, this ordering consistency supports using intermediate latent mismatch to
characterize the relative final mismatch across generative models.

E Noise Level Choice in Decoder Adaptation

A key practical consideration in decoder adaptation is the choice of noise level. Intermediate GAR latents can
in principle be constructed using any n: € (0, 1), but the noise level controls the trade-off between generation
awareness and source correspondence. At large noise levels, GAR latents move closer to the generation-time
regime while progressively losing correspondence with the source image z, making paired reconstruction
supervision less reliable. At small noise levels, the latents remain close to the encoder distribution P., providing
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limited exposure to the latent distributions encountered during generation. We therefore sample intermediate
noise levels as 7, ~ Unif[min, Pmax] to balance these two effects. In our experiments, we use 7min = 0.25 and
Nmax = 0.45, which provides effective decoder adaptation across the evaluated model scales.

F Computational Cost of rFID, GAR-FID, and gFID

We compare the computational cost of rFID, GAR- Table 3: Computational cost of rFID, GAR-FID, and gFID
FID, and gFID using REPAE-VAE, whose full gen- 0 REPAE-VAE. rFID requires no generative-model evalu-
ations, GAR-FID traverses a partial generation trajectory

eration process requires 250 function evaluations )
determined by 7;, and gFID uses the full 250-step genera-

(NFEs). The three metrics correspond to differ- ©
ent positions along the reconstruction-generation 00 Process.

trajectory. rFID evaluates the reconstruction end-  petric Noise Level 5, NFE  Time (hours)
point and requires no generative-model evaluation,

whereas gFID evaluates the generation endpoint TFID 0.0 0 0.095
and requires the full 250-step generative process. GAR-FID 0.1 32 0.799
GAR-FID operates between these two endpoints: at GAR-FID 0.2 56 1.327
noise level 7, it starts from a partially noised en-  GAR-FID 0.3 81 1.879
co.der laFent an(lij afpphzs on(li}f theIremalmng g.enerl- GAR-FID 0.4 105 2.407
ative trajectory before decoding. Its computationa GAR-FID 0.5 129 2.936
cost therefore increases with 7, and approaches that

of gFID as 1, — 1. As shown in Table 3, rFID is the GAR-FID 0.6 153 3.465
least expensive, requiring only 0.095 hours in this GAR-FID 0.7 177 3.992
setting. GAR-FID exhibits a gradual increase in com- GAR-FID 0.8 202 4.545
putational cost along the trajectory. For example, GAR-FID 0.9 226 5.075
GAR-FID requires 2.936 hours at n, = 0.5 and 4.545 GAR-FID 1.0 250 5.572
hours at ; = 0.8, corresponding to approximately gFID 1.0 250 5.570

53% and 82% of the runtime of gFID, respectively.
At n, = 1.0, GAR reaches the generation endpoint and its runtime (5.572 hours) is effectively identical to that of
gFID (5.570 hours).

G Limitations

Our work has several limitations.

First, our empirical study focuses on latent generative models based on diffusion and flow matching. While
latent distribution mismatch may extend more broadly, we do not empirically investigate autoregressive latent
generators or other generation frameworks.

Second, our explanation for the relationship between GAR-FID and generative performance is primarily empiri-
cal. Although we observe consistent associations among GAR-FID, intermediate latent mismatch, final latent
mismatch, and gFID, we do not provide formal theoretical guarantees for these relationships. Proposition 1
provides a complementary perspective under Gaussian and Lipschitz assumptions.

Third, our latent distribution analysis relies on comparisons within a shared latent space. The relationship
between Latent-FD and gFID is most directly examined in fixed-tokenizer settings, where latent distributions are
comparable across generators. While broader experiments show that the GAR-FID—gFID relationship remains
strong when both tokenizers and generators vary, direct distribution-level comparisons across tokenizer latent
spaces remain challenging.

Fourth, decoder adaptation is explicitly generation-oriented and need not simultaneously improve reconstruc-
tion quality. Adapting the decoder toward generation-relevant latent distributions can trade reconstruction
performance under P, for improved behavior under generation-time latents.

Finally, GAR and decoder adaptation introduce additional computation by passing intermediate latents through
the generative model during evaluation or training. GAR cost depends on the underlying generative process and
noise level: for multi-step generators, intermediate GAR evaluations can require fewer function evaluations than
full generation, although this advantage is not universal. Decoder adaptation also depends on the intermediate
noise range, reflecting a trade-off between generation awareness and source correspondence that may require
tuning across model families.
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Table 4: Quantitative results for 13 tokenizers. For each tokenizer, we evaluate rFID, gFID (w/0
and w/ CFG), and GAR-FID without CFG at noise levels 7, ranging from 0.1 to 1.0. All results are
obtained using SiT/B models trained on the corresponding tokenizer [Xu+26].

Tokenizers rFID (1) gFID () GAR-FID () ()
w/o0 CFG wCFG 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0

SD-VAE [Rom+22] 0.73 46.64 9.91 1.16 2.28 4.85 9.63 17.10 25.94 3398 38.91 41.35 42.03
IN-VAE [Len+25] 0.26 48.28 10.87 0.46 0.88 1.86 3.86 7.68 14.53 24.37 35.13 41.78 43.36
FLUX-VAE [Lab24] 0.16 62.92 14.38 1.05 232 542 11.09 1897 29.14 39.71 49.25 55.71 58.33
Qwenlmage-VAE [Wu+25] 1.52 48.03 1097 2.14 294 4.54 7.14 11.17 16.84 24.20 32.57 40.49 43.72
SD3-VAE [Ess+24] 0.21 51.58 11.89 0.59 1.06 2.25 4.76 9.34 16.36 26.03 3592 43.70 46.82
EQ-VAE [Kou+25] 0.59 37.49 9.32 3.37 6.54 10.11 1391 17.79 21.83 26.12 29.70 32.06 33.26
VA-VAE-16 [YW25] 0.30 18.88 6.01 252 3.71 491 6.21 7.46 885 10.48 12.57 1490 15.78
VA-VAE-64 [YW25] 0.15 33.56 7.76 1.90 3.10 5.02 7.44 10.32 13.48 17.07 21.10 2598 29.50
SOFT-VQ [Che+25c¢] 0.59 29.48 7.48 1.64 5.63 10.52 15.19 18.97 21.93 24.13 25.38 2593 26.07
MAE-TOK [Che+25b] 0.61 13.75 5.69 1.66 3.42 495 6.34 7.55 8.64 993 10.89 11.56 11.64
DE-TOK [Yan+26b] 0.59 20.17 6.95 0.63 0.72 0.91 1.30 2.03 3.48 6.74 12.05 16.16 16.87
DM-VAE [Ye+25] 0.72 8.38 4.89 0.81 0.87 0.95 1.05 1.20 1.47 2.10 3.60 5.75 6.76
REPAE-VAE [Len+25] 0.56 25.75 6.46 094 1.78 3.10 4.91 7.08 9.86 13.12 17.18 21.04 22.14

GAR-FID should therefore be viewed as a trajectory-based diagnostic rather than a replacement for direct
generative evaluation. It reveals how decoder behavior evolves from reconstruction toward generation and
correlates strongly with gFID, but gFID remains necessary when final sample quality is the primary evaluation
target.

H Additional Results for Cross-Tokenizer and Cross-Model Gen-
eralization

To examine whether the relationship observed in the controlled setting (Section 4.1) remains stable when both
the tokenizer and generative model vary, we follow iFID [Xu+26] and consider 14 VAEs with publicly available
checkpoints. Among them, 13 are evaluated with both SiT-B and SiT-XL, while RAE is evaluated with SiT-XL
only. The details of these models are provided in Table 6. These VAEs cover a diverse set of design choices.
Some models, such as SD-VAE [Rom+22], IN-VAE [Len+25], QW-VAE [Wu+25], FLUX-VAE [Lab24], and
SD3-VAE [Ess+24], are optimized primarily for reconstruction. Others incorporate additional inductive biases,
such as equivariance regularization in EQ-VAE [Kou+25]. A third group leverages contrastive learning-based
image encoders, including VA-VAE [YW25], SOFT-VQ [Che+25c], MAE-TOK [Che+25b], DE-TOK [Che+25b],
DM-VAE [Ye+25], REPAE-VAE [Len+25], and RAE [Zhe+26].

For each VAE, we use the publicly available SiT-B and SiT-XL [Ma+24] generative models released by iFID [Xu+26],
which are trained on the 256 x 256 ImageNet dataset [Den+09] in the corresponding latent space. We directly
use their provided checkpoints without additional retraining. For each tokenizer-generator configuration, we
compute rFID, GAR-FID (without CFG) across noise levels n; € [0.1,1.0], and gFID both with and without
classifier-free guidance (CFG). The results are summarized in Table 4 for SiT-B and Table 5 for SiT-XL.

Note on FID references. As shown in Table 4 and Table 5, GAR-FID (without CFG) at n; = 1.0 is
not equal to gFID without CFG. This discrepancy arises because the two metrics are evaluated with dif-
ferent reference image statistics. Specifically, gFID is computed using the precomputed ImageNet statistics
(VIRTUAL_ imagenet256_ labeled.npz) [Den+09], whereas GAR-FID is computed against the 50K input-image
PNG reference set used in the paired reconstruction protocol. As a result, GAR-FID at 7; = 1.0 is not expected to
exactly match gFID without CFG.

To quantify the relationship between these metrics and generative performance, we follow iFID [Xu+26]
and compute the Pearson correlation coefficient (PCC) and Spearman rank correlation coefficient (SRCC)
between each metric and gFID, both with and without CFG. As reported in Table 7, rFID exhibits consistently
negative correlation with gFID across SiT-B, SiT-XL, and their mixed configurations. This indicates that better
reconstruction FID can correspond to worse generative FID, consistent with the reconstruction-generation
dilemma observed in prior work [YW25; Kou+25; Ye+25; Sko+25; Che+25b; Xu+26]. In contrast, the
correlation between GAR-FID and gFID strengthens substantially as the noise level ), increases. At n; = 0.8,
GAR-FID already achieves consistently high correlation across settings, with SRCC ranging from 0.94 to 0.99.
When 7, > 0.8, GAR-FID also outperforms iFID [Xu+26] on both SiT-B and SiT-XL across the reported correlation
settings, with the correlation approaching saturation at higher noise levels.
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Table 5: Quantitative results for 13 tokenizers. For each tokenizer, we evaluate rFID, gFID (w/0
and w/ CFG), and GAR-FID without CFG at noise levels 7, ranging from 0.1 to 1.0. All results are
obtained using SiT/XL models trained on the corresponding tokenizer [Xu+26].

Tokenizers rFID (]) gFID (1) GAR-FID () ()
w/0 CFG wCFG 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0

SD-VAE [Rom+22] 0.73 25.91 6.33 1.11 1.76 291 5.03 8.27 1282 17.31 20.43 21.85 22.30
IN-VAE [Len+25] 0.26 25.65 6.56 045 069 1.15 197 348 6.18 10.75 16.65 20.58 21.51
FLUX-VAE [Lab24] 0.16 34.06 7.82 096 1.66 3.13 5.54 8.87 13.45 18.62 24.00 27.85 29.65
Qwenlmage-VAE [Wu+25] 1.52 23.62 6.19 2.13 261 333 435 582 7.88 10.76 14.52 18.29 19.92
SD3-VAE [Ess+24] 0.21 26.38 6.31 0.59 090 1.51 2.59 450 7.38 11.62 1691 21.27 22.89
EQ-VAE [Kou+25] 0.59 20.81 6.24 2.53 4.14 5.79 7.39 9.29 11.32 13.37 15.59 16.99 17.53
VA-VAE-16 [YW25] 0.30 8.57 4.20 2.11 275 3.30 3.85 4.32 4388 5.49 6.30 7.32 7.80
VA-VAE-64 [YW25] 0.15 15.40 5.36 1.67 235 3.23 4.28 551 6.82 8.25 10.03 12.05 13.33
SOFT-VQ [Che+25c¢] 0.59 15.88 5.14 1.29 3.39 583 8.01 9.92 11.56 12.65 13.37 13.62 13.62
MAE-TOK [Che+25b] 0.61 6.27 3.74 1.23 199 259 3.08 3.54 394 4.44 4.91 5.19 5.21
DE-TOK [Yan+26b] 0.59 11.97 4.83 0.65 0.73 0.88 1.13 1.52 226 3.77 6.58 9.14 9.59
DM-VAE [Ye+25] 0.72 4.65 3.39 0.81 0.86 0.92 1.00 1.09 1.24 1.50 2.12 3.17 3.86
REPAE-VAE [Len+25] 0.56 12.95 4.17 090 136 194 2.72 3.57 4.64 6.00 7.85 9.89 10.60
RAE [Zhe+26] 0.63 4.25 3.50 0.64 0.68 0.82 0.89 099 1.10 1.25 1.47 1.92 4.38

Table 6: List of VAEs included in our study. We follow iFID [Xu+26] and use publicly available
generative-model checkpoints trained in their corresponding latent spaces.

VAE Name Latent Dim.  Arch. Training

SD-VAE [Rom+22] 4 x32x32 UNet Recon.

IN-VAE [Len+25] 16 x 16 x 16  UNet Recon.

FLUX-VAE [Lab24] 16 x 32 x 32 UNet Recon.
Qwenlmage-VAE [Wu+25] 16 x 32 x 32  UNet Recon.

SD3-VAE [Ess+24] 16 x 32 x 32 UNet Recon.

EQ-VAE [Kou+25] 4 x 32 %32 UNet Recon. + Equivariance
VA-VAE-16 [YW25] 16 x 16 x 16  UNet Recon. + DINO alignment
VA-VAE-64 [YW25] 64 x 16 x 16  UNet Recon. + DINO alignment
SOFT-VQ [Che+25c] 64 x 32 ViT Recon. + DINO alignment
MAE-TOK [Che+25b] 128 x 32 ViT  Recon. + Mask + DINO alignment
DE-TOK [Yan+26b] 128 x 32 ViT  Recon. + Mask + latent denoising
DM-VAE [Ye+25] 256 x 32 ViT Recon. + Distribution Matching
REPAE-VAE [Len+25] 4 x 32 x 32 UNet Recon. + REPA Loss

RAE [Zhe+26] 768 x 16 x 16 VIiT DINO Encoder + Recon. Decoder

Table 7: Correlation between FID-based metrics and generative performance (gFID). Correlations are
computed across models obtained by training SiT with 13 pre-trained VAEs. We report both Pearson
correlation (PCC) and Spearman rank correlation (SRCC) under different settings (with and without
CFG) for SiT-B, SiT-XL, and their mixed configurations. GAR-FID without CFG consistently exhibits
stronger correlation with gFID across noise levels 7;, whereas the standard reconstruction metric
(rFID) shows negative correlation. Bold indicates the best results. T denotes results from [Xu+26],
and * indicates our reproduced results.

gFID SiT/B gFID SiT/XL gFID SiT/mixed
Metrics w/o CFG w/ CFG w/o CFG w/ CFG w/o CFG w/ CFG
PCC (1) SRCC (1) PCC(1) SRCC() PCC() SRCC(f) PCC (1) SRCC () PCC(f) SRCC (1) PCC (1) SRCC (1)

rFID 0.04 -0.31 -0.07 -0.31 -0.06 -0.21 0.15 -0.31 - - - -
iFID' 0.85 0.86 0.82 0.84 0.89 0.91 0.88 0.92 - - - -
FID* 0.11 -0.36 -0.11 -0.30 -0.13 -0.34 0.15 -0.39 -0.10 -0.30 -0.10 -0.28
iFID* 0.86 0.83 0.80 0.79 0.90 0.88 0.88 0.90 0.72 0.77 0.64 0.70
GAR-FID (1, =0.1)  -0.10 -0.19 -0.13 -0.14 0.01 0.00 0.10 0.01 0.04 0.03 0.05 0.01
GAR-FID (1, =0.2)  -0.04 -0.04 -0.08 -0.04 0.12 0.22 0.19 0.20 0.16 0.25 0.16 0.22
GAR-FID (7, =0.3)  0.14 0.15 0.09 0.14 0.25 0.38 0.32 0.35 0.34 0.42 0.34 0.39
GAR-FID (1, =0.4)  0.38 0.33 0.33 0.34 0.45 0.54 0.49 0.51 0.55 0.64 0.54 0.60
GAR-FID (1, = 0.5)  0.63 0.68 0.57 0.69 0.61 0.66 0.65 0.61 0.74 0.80 0.72 0.76
GAR-FID (7; = 0.6)  0.81 0.79 0.77 0.78 0.79 0.84 0.80 0.79 0.86 0.89 0.84 0.85
GAR-FID (1, =0.7)  0.93 0.90 0.89 0.87 0.91 0.90 0.91 0.86 0.95 0.96 0.93 0.91
GAR-FID (1, = 0.8)  0.98 0.96 0.96 0.94 0.98 0.99 0.97 0.96 0.99 0.99 0.97 0.95
GAR-FID (1, =0.9)  1.00 0.99 0.98 0.98 1.00 1.00 0.98 0.96 1.00 1.00 0.98 0.97
GAR-FID (7, = 1.0)  1.00 0.99 0.98 0.99 1.00 1.00 0.98 0.96 1.00 1.00 0.98 0.97

The mixed SiT-B/XL setting further tests whether the GAR-FID-gFID relationship remains stable across generator
scales. Correlations computed within a single generative model, such as SiT-B or SiT-XL [Ma+24], primarily
capture tokenizer variation under a fixed generator scale. By contrast, the mixed setting jointly varies tokenizer
choice and generator scale, providing a more demanding test of cross-system comparisons. In this setting, the
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Table 8: Leave-one-out SRCC between GAR-FID and gFID without CFG. Each column omits the
indicated tokenizer when computing the correlation.

Omitted tokenizer SD-VAE IN-VAE FLUXVAE QwenlmageVAE SD3-VAE EQ-VAE VA-VAE-16 VA-VAE-64 SOFTVQ MAE-TOK DE-TOK DM-VAE REPAEVAE RAE
GAR-FID (7; = 0.1) 0.03 0.18 0.00 -0.03 0.21 -0.03 0.05 -0.01 -0.01 0.02 -0.05 -0.11 -0.07 -0.13
GAR-FID (7 .2) 0.22 0.31 0.21 0.20 0.25 0.16 0.26 0.17 0.16 0.21 0.10 0.03 0.12 -0.04
GAR-FID (7 .3) 0.38 0.45 0.37 0.37 0.47 0.37 0.44 0.37 0.37 0.32 0.27 0.21 0.32 0.19
GAR-FID (7; .4) 0.52 0.65 0.48 0.55 0.68 0.58 0.55 0.51 0.58 0.55 0.47 0.42 0.54 0.42
GAR-FID (1 = 0.5) 0.66 0.79 0.64 0.69 0.70 0.73 0.65 0.65 0.73 0.64 0.62 0.58 0.63 0.58
GAR-FID (1; = 0.6) 0.85 0.90 0.82 0.89 0.90 0.89 0.85 0.85 0.89 0.84 0.85 0.82 0.84 0.82
GAR-FID (¢ = 0.7) 0.90 0.92 0.88 0.92 0.93 0.93 0.89 0.88 0.93 0.89 0.90 0.88 0.88 0.88
GAR-FID (1, = 0.8) 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99
GAR-FID (7; = 0.9) 1.00 0.99 0.99 0.99 1.00 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99
GAR-FID (n; = 1.0) 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99 1.00 0.99 1.00

Table 9: Leave-one-out SRCC between GAR-FID and gFID with CFG. Each column omits the indicated
tokenizer when computing the correlation.

Omitted tokenizer SD-VAE IN-VAE FLUX-VAE QwenImage-VAE SD3-VAE EQ-VAE VA-VAE-16 ~ VA-VAE-64 SOFT-VQ MAE-TOK  DE-TOK DM-VAE REPAE-VAE RAE
GAR-FID (1; = 0.1) 0.04 0.23 0.01 -0.03 0.20 -0.03 0.03 -0.01 -0.01 0.02 -0.02 -0.08 -0.08 -0.10
GAR-FID (n; = 0.2) 0.20 0.34 0.17 0.15 0.23 0.12 0.19 0.15 0.14 0.17 0.10 0.03 0.07 -0.05
GAR-FID (7 .3) 0.35 0.45 0.33 0.34 0.43 0.34 0.38 0.36 0.36 0.29 0.27 0.19 0.29 0.17
GAR-FID (7; 0.49 0.66 0.45 0.51 0.63 0.54 0.51 0.51 0.58 0.51 0.46 0.40 0.51 0.40
GAR-FID (7; . 0.61 0.79 0.57 0.61 0.64 0.64 0.58 0.61 0.68 0.58 0.56 0.52 0.58 0.52
GAR-FID (n; = 0.6) 0.81 0.89 0.77 0.84 0.85 0.84 0.79 0.83 0.86 0.79 0.81 0.78 0.79 0.78
GAR-FID (; = 0.7) 0.85 0.91 0.82 0.87 0.88 0.86 0.85 0.85 0.90 0.84 0.86 0.83 0.85 0.83
GAR-FID (7; = 0.8) 0.97 0.97 0.96 0.96 0.97 0.96 0.97 0.96 0.96 0.96 0.97 0.96 0.97 0.96
GAR-FID (n; = 0.9) 0.96 0.97 0.95 0.96 0.96 0.96 0.96 0.96 0.96 0.95 0.96 0.96 0.97 0.96
GAR-FID (1; = 1.0) 0.97 0.97 0.95 0.96 0.97 0.96 0.96 0.96 0.96 0.95 0.96 0.95 0.97 0.95

correlation of iFID with gFID decreases, whereas GAR-FID maintains consistently strong correlation at higher
noise levels. These results indicate that the GAR-FID—gFID relationship remains robust across heterogeneous
tokenizer-generator configurations.

Leave-one-out robustness across tokenizers. To test whether the strong correlation between GAR-FID
and gFID is driven by any individual tokenizer, we perform a leave-one-out analysis using all 14 tokenizer
configurations in Table 5. Specifically, we omit each tokenizer in turn and recompute the SRCC over the remaining
13 configurations. Tables 8 and 9 report the complete SRCC results without and with CFG, respectively.

At low noise levels, particularly when 7; < 0.5, the correlations are relatively weak and more sensitive to the
removal of individual tokenizers. They increase substantially as 7 grows and become uniformly high at n: > 0.8.
In particular, at 7, = 0.8, the leave-one-out SRCC is 0.99 for every omitted tokenizer without CFG and ranges
from 0.96 to 0.97 with CFG. This demonstrates that the strong GAR-FID-gFID relationship at 7, = 0.8 is not
driven by any single tokenizer.

I Decoder Feature Spaces for Latent Distribution Analysis

In Section 3.1, we analyze intermediate representations from the SD-VAE decoder [Rom+22]. Specifically, we
extract features from three representative decoder stages: (i) Conv In, the initial convolutional projection of the
latent input; (ii) Mid Block, the bottleneck stage at the lowest spatial resolution; and (iii) Up Block 0, the first
upsampling stage of the decoder.

These feature spaces correspond to progressively deeper stages of the decoding process and are identified from
the official implementation. We collect activations using forward hooks at decoder.conv__in, decoder.mid_ block,
and decoder.up__blocks[0] for both encoder and generator latents. For visualization, activations from each feature
space are adaptively pooled to a fixed 4 x 4 spatial resolution, flattened, and projected onto a one-dimensional
LDA direction fitted to distinguish encoder-induced from generator-induced representations.

J gFID Evaluation Protocol and Implementation Details

Table 10: gFID is sensitive to the evaluation protocol. We compare two protocols on iMF-B/2: the
official iMF evaluation [Gen+25b] and the OpenAl protocol. They differ in computational platform
(TPU vs. GPU), Inception network implementation and weights (PyTorch vs. TensorFlow), and
reference image statistics.

Setting Platform  Inception Reference Image Statistics FID IS

Official iMF TPU PyTorch jit_in256_ stats.npz 3.39 2553
Official iMF (our reproduction) GPU PyTorch jit_in256_stats.npz 3.37 2557
OpenAl Setup GPU TensorFlow VIRTUAL_imagenet256_labeled.npz 3.47 255.2
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The official iMF-B/2 [Gen+25b] results are obtained under a different setup from the commonly used OpenAl
evaluation protocol. Specifically, the two protocols differ in three aspects: (i) computational platform (TPU vs.
GPU), (ii) Inception network implementation and weights (PyTorch vs. TensorFlow), and (iii) reference image
statistics.

Table 10 summarizes these differences and their impact on reported FID scores. We observe that replacing the
TPU platform with GPU, while keeping the other components unchanged, yields slightly improved FID in our
reproduction. However, further adopting the OpenAlI evaluation setup by switching to the TensorFlow Inception
implementation and using different reference image statistics leads to noticeably worse FID. This indicates that
the commonly used OpenAl evaluation protocol tends to produce systematically higher (worse) FID scores. This
observation is also consistent with FD-loss [Yan+26a], who similarly report higher FID scores under the OpenAl
evaluation protocol.

Unless otherwise specified, we adopt the commonly used OpenAl evaluation protocol (TensorFlow Inception net-
work with VIRTUAL_ imagenet256_ labeled.npz statistics) for all reported gFID results, to ensure consistency
and comparability across different models and prior works.

K Experimental Details in Section 7

Data Preprocessing. All experiments are conducted on ImageNet-1k [Den+09]. Following LlamaGen
[Sun+24], we apply iterative box downsampling to resize all images to a resolution of 256 x 256.

Training Details. We perform decoder adaptation on four latent generative models, iMF-B/2, iMF-M/2, iMF-
L/2, and iMF-XL/2 [Gen+25b], which share a common tokenizer, SD-VAE [Rom+22]. During adaptation, the
tokenizer encoder and latent generative model are kept frozen, and only the tokenizer decoder parameters are
updated. We consider two adaptation settings. In the standard setting, intermediate GAR latents are generated
without classifier-free guidance (CFG), and the decoder is adapted for 10 epochs. We additionally evaluate a
CFG-aware decoder adaptation setting, in which intermediate GAR latents are generated with CFG to better
match the guided generation regime used at inference time. CFG-aware adaptation is performed for one epoch,
while all other training settings remain unchanged. To further evaluate the generality of decoder adaptation
beyond iMF, we apply the same one-epoch CFG-aware adaptation setting to MeanFlow-XL/2 [Gen+25a] and the
distillation-based DMF-XL/2+ [LYS26]. All experiments are conducted on 8 NVIDIA H100 GPUs (80GB memory
each) using the AdamW optimizer [LH19] with 3, = 0.9 and 82 = 0.95. We use a fixed learning rate of 1075, a
weight decay of 107%, and a batch size of 32 per GPU. Under the standard 10-epoch setting, training typically
completes within approximately 12 hours for iMF-B/2 and 14 hours for iMF-XL/2.

Adversarial Training. For adversarial supervision used in Section 6, we follow established visual-tokenizer
training practices [Tia+24; Che+25c; Fan+26; Li+25] and employ a discriminator built on a frozen DINO-S
backbone [Car+21; Oqu+24]. We further use differentiable augmentation (DiffAug) [Zha+20], consistency
regularization [Zha+19], and LeCAM regularization [Tse+21] for adversarial training. These training choices
and loss weights are kept fixed across model scales.

Loss Weights and Noise Level. We fix \; = 1.0, A2 = 1.0, A3 = 0.7, and A4 = 10.0 across all experiments.
For noise level selection in decoder adaptation, we sample 7: ~ Uniform|[nmin, 7Jmax], where nmin = 0.25 and
Nmax = 0.45, as discussed in Appendix E.

CFG parameters. The official iMF implementation employs three classifier-free guidance (CFG) parameters:
tmin, tmax, and w. In the original iMF repository, these parameters are selected via a fine-grained grid search.
Since decoder adaptation is performed without CFG during training, the original CFG hyperparameters are
no longer optimal after updating the decoder. We therefore conduct a new grid search to identify a new set
of CFG parameters for evaluation. The updated CFG parameters are reported in Table 11. We will release the
corresponding checkpoints to further facilitate reproducibility by the community.

L. Additional Experimental Results in Section 7

We provide additional experimental results in this appendix due to space constraints in the main paper. Specifically,
we report robustness analyses across random seeds, examine how decoder adaptation affects the relationship
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Table 11: CFG parameters used for gFID evaluation across different model scales. Left: official
parameters from the iMF repository, obtained via fine-grained grid search without decoder adaptation.
Right: re-optimized parameters after decoder adaptation, obtained via a new grid search to account
for decoder changes.

w/0 Decoder Adaptation w/ Decoder Adaptation
CFG Parameters
iMF-B/2 iMF-M/2 iMF-L/2 iMFXL/2 iMF-B/2 iMF-M/2 iMF-L/2 iMF-XL/2
tmin 0.40 0.40 0.40 0.42 0.50 0.55 0.44 0.48
tmax 0.65 0.60 0.60 0.62 0.65 0.625 0.60 0.65
w 8.0 10.5 10.5 8.0 9.0 10.5 8.0 5.25

Table 12: Repeated-run evaluation of decoder adaptation across three random seeds. We report mean
=+ standard deviation of gFID under the OpenAl evaluation protocol for four iMF model scales, with
and without CFG, before and after decoder adaptation (DA).

w/o CFG w/ CFG
iMF-B/2 iMF-M/2 iMF-L/2 iMF-XL/2 iMF-B/2 iMF-M/2 iMF-L/2 iMF-XL/2

w/0DA  16.36 £0.12 11.79+0.04 9.284+0.04 9.524+0.17 3.49+0.01 2.39+£0.02 1.91+£0.01 1.81£0.03
w/ DA 12.30+0.07 9.51+0.01 7.33+0.05 7.48+0.09 3.144+0.01 227+£0.03 1.814+0.02 1.73+£0.03

Setting
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Figure 12: rFID vs. gFID (w/o CFG) across model scales, before (left two) and after (right two)
decoder adaptation. rFID is uninformative before adaptation but becomes aligned with gFID after
adaptation.

Table 13: Effect of fixed noise levels in decoder adaptation. We report gFID without CFG, evaluated
using the OpenAl protocol, and rFID across iMF model scales for decoder adaptation with different
fixed noise levels 7;. See Appendix J for protocol details.

Noise Level gFID w/o0 CFG (]) rFID (J)
iMF-B/2 iMF-M/2 iMF-L/2 iMFXL/2 iMF-B/2 iMF-M/2 iMF-L/2 iMF-XL/2

ny = 0.0 16.41 11.92 9.26 9.41 0.73 0.73 0.73 0.73
n = 0.0 15.27 11.30 8.38 8.82 0.58 0.62 0.59 0.62
n = 0.1 14.76 11.03 8.19 8.64 0.62 0.61 0.58 0.60
n = 0.2 13.50 10.15 7.89 8.03 0.71 0.67 0.62 0.64
n = 0.3 12.86 9.99 7.57 7.84 0.77 0.70 0.67 0.67
=04 12.08 9.52 7.51 7.24 0.94 0.79 0.75 0.74
= 0.5 11.58 9.18 7.36 7.19 1.20 1.01 0.94 0.89
n = 0.6 11.88 9.34 7.41 7.40 1.81 1.42 1.26 1.21

between reconstruction and generation, study sensitivity to adaptation noise levels, evaluate reconstruction
performance, provide system-level comparisons with a broad range of generative models, and present additional
qualitative visual results.

Robustness across random seeds. To assess the robustness of decoder adaptation to random-seed
variation, we repeat the gFID evaluation with three random seeds under the OpenAl evaluation protocol. As
shown in Table 12, the standard deviation is consistently small across all model scales, both with and without
CFG. Moreover, DA improves the mean gFID in every evaluated setting. Without CFG, the improvements are
substantial across all four model scales, while with CFG the gains are smaller but remain consistent relative to
the observed run-to-run variation. For example, on iMF-XL/2 with CFG, DA improves gFID from 1.81 + 0.03 to
1.73 £ 0.03. These results indicate that the improvements from DA are stable across random seeds rather than
being driven by a favorable evaluation run.
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Effect of Decoder Adaptation on the rFID-gFID Relationship. Figure 12 shows the relationship
between rFID and gFID (w/o CFG) across model scales, before and after decoder adaptation. Before adaptation,
rFID remains constant across models because the tokenizer is fixed, while gFID varies substantially with
generator scale. After adaptation, rFID decreases together with gFID across model scales, indicating a closer
correspondence between reconstruction and generation behavior. This trend is consistent with our latent
distribution perspective: adapting the decoder on generation-relevant GAR latents changes its behavior under P,
in a generator-dependent manner, bringing reconstruction performance into closer agreement with downstream
generative performance.

Sensitivity Analyses on Noise Levels. To study the effect of the noise level used for decoder adaptation,
we conduct a sensitivity analysis by fixing n; € {0.0,0.1,0.2,0.3,0.4,0.5,0.6} during adaptation. As shown
in Table 13, n, = 0.5 achieves the best gFID without CFG across all iMF model scales in this fixed-noise
setting. When 1, is too small, the intermediate GAR latents z;, ~ P} remain relatively close to the encoder
distribution P., providing limited exposure to generation-relevant latent distributions and resulting in smaller
gFID improvements. Increasing n; moves the decoder inputs further toward the generation-time regime, but also
progressively weakens their correspondence with the source image x, making paired reconstruction supervision
less reliable at large noise levels. Consistently, rFID increases monotonically with 7 across all iMF model scales,
reflecting the growing shift away from the reconstruction regime. These results highlight a trade-off between
generation awareness and source correspondence and motivate using intermediate noise levels for decoder
adaptation.

Reconstruction Results. As shown in Table 14, we compare reconstruction performance before and after
decoder adaptation on the iMF-B/2 generative model, including peak signal-to-noise ratio (PSNR), structural
similarity index (SSIM), Fréchet Inception Distance [FID; Heu+17], perceptual similarity [LPIPS; Zha+18],
and inception score [IS; Sal+16]. All results are reported without CFG. Standard reconstruction (SR, n; = 0)
degrades consistently after adaptation across all metrics, indicating that the adapted decoder is no longer well
aligned with encoder latents z..

For generation-aware reconstruction (GAR), we observe a systematic trade-off in the effect of decoder adaptation
as the noise level 7, increases. For structural fidelity, measured by PSNR and SSIM, decoder adaptation
consistently degrades performance; however, the magnitude of degradation gradually diminishes with increasing
nt, indicating that the mismatch between the adapted decoder and the input latents becomes less severe as
the latents move closer to the generative distribution. In contrast, perceptual quality, measured by LPIPS, IS,
and FID, exhibits an opposite trend. At low noise levels, decoder adaptation slightly worsens performance,
while at higher noise levels it yields consistent improvements. In particular, FID shows substantial gains when
ne > 0.3, suggesting that decoder adaptation improves perceptual alignment under generation-consistent latent
distributions.

System-Level Comparison of Generative Performance. We present a system-level comparison on
class-conditional ImageNet 256 x 256 across diffusion/flow, GAN, and autoregressive or masked generative
models, with inference cost measured by the number of function evaluations (NFE). For diffusion and flow models
trained from scratch, we include 1-NFE methods MeanFlow-XL/2 [Gen+25a], TiM-XL/2 [Wan+25b], a-Flow-
XL/2+ [Zha+25], and iMF [Gen+25b] at multiple scales (B/2, M/2, L/2, XL/2), together with 2-NFE methods
IMM-XL/2 [ZES25], MeanFlow-XL/2+ [Gen+25a], a-Flow-XL/2+ [Zha+25], and iMF-XL/2. We further include
distillation-based 1-NFE methods 7-Flow-XL/2 [Che+25a], DMF-XL/2+ [LYS26], and FACM-XL/2 [Pen+26],
as well as multi-NFE diffusion/flow models ADM-G [DN21], LDM-4-G [Rom+22], SimDiff [HHS23], DiT-
XL/2 [PX22], SiT-XL/2 [Ma+24], SiT-XL/2+REPA [Yu+25], SiD2 [Hoo+25], LightningDiT-XL/2 [YW25],
DDT-XL/2 [Wan+25a], and RAE+DiTP"-XL [Zhe+26]. For broader reference, we also compare with GAN-based
methods BigGAN [BDS19], GigaGAN [Kan+23], and StyleGAN-XL [SSG22], and autoregressive or masked
models JetFormer-L [TPK25], MaskGIT [Cha+22], RQ-Transformer [Lee+22], STARFlow [Gu+25], LLamaGen-
3B [Sun+24], VAR-d30 [Tia+24], MAR-H [Li+24], RAR-XXL [Yu+24], and XAR-H [Ren+25].

As shown in Table 15, under the most constrained NFE = 1 setting, decoder adaptation consistently improves
generative performance across all evaluated iMF scales. Importantly, the gains extend beyond iMF: applying
the same decoder adaptation procedure to MeanFlow-XL/2 and the distillation-based DMF-XL,/2+ also yields
consistent improvements, indicating that the benefit is not specific to a particular generator architecture or
training paradigm. Among the evaluated 1-NFE models, iMF-XL/2 + DA achieves the lowest gFID, while the
adapted MeanFlow and DMF models also improve over their corresponding baselines. These results highlight
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Table 14: Reconstruction performance on the iMF-B/2 generative model. We compare reconstruction results
without and with decoder adaptation. SR denotes standard reconstruction (n; = 0), while GAR corresponds to
generation-aware reconstruction with noise levels n; € [0.1, 0.5].

Pipelines w/0 Decoder Adaptation w/ Decoder Adaptation
PSNR (1) SSIM (1) LPIPS() IS(1) FID(@) PSNR(1) SSIM(f) LPIPS() IS(1) FID ()

SR (n; = 0.0) 27.64 73.1 0.067 208.53  0.73 26.72 70.2 0.077 200.00  0.85
GAR (n, =0.1) 26.77 70.8 0.080 204.92 0.90 26.17 68.7 0.084 197.29 0.93
GAR (n: = 0.2) 25.23 66.3 0.108 198.00 1.28 24.96 65.2 0.107 193.30 1.10
GAR (n; = 0.3) 23.72 61.1 0.146 187.94  1.88 23.59 60.6 0.141 185.83 1.44
GAR (n; = 0.4) 22.28 55.6 0.195 172.56  2.90 22.18 55.2 0.187 173.58  2.04
GAR (n: = 0.5) 20.83 49.9 0.259 154.66 4.38 20.73 49.3 0.251 155.10 3.10

Table 15: System-level comparison on class-conditional ImageNet 256 x256. NFE denotes the
number of function evaluations during inference. All numbers are with CFG when applicable, and
%2 in NFE indicates that the CFG computation doubles NFEs at inference time. T: results cited from
iMF [Gen+25b].

Method # NFE FID Method # NFE FID
Params Params Method # NFE FID
N B Params
1-NFE diffusion/flow from scratch 2-NFE diffusion/flow from scratch —
MeanFlow-XL/2" 676M 1 3.43 iMF-XL/21 610M 2 1.54 Multi-NFE diffusion/flow
. AT +TDH a - - aQ
TiM-XL/2" 664M 1 3.26 1-NFE diffusion/flow (distillation) RAE + DiT""-XL 839M 250x2 1.13
a-FlowXL/2+! 676M 1 258 7-Flow-XL/2" 675M 1 285 GANs
MeanFlow-XL/2 + DA 676M 1 2.96 DMF-XL/2+" 675M 1 2.16 BigGAN' 112M 1 6.95
iMF-B/2" 89M 1 339 FACMXL/2! 675M 1 176 GigaGAN' 569M 1 3.45
iMF-! . . i | .
MEM/2! 17aM 1 P DMFXL/2+ + DA 676M 1 1.90 StyleGAN-XL 166M 1 2.30
iME-L/21 409M 1 1.86 (©Our) autoregressive/masking
iMFXL/21 610M 1 1.72 Multi-NFE diffusion/flow JetFormer-L' 2.75B  256x2 6.64
- ADM-G' 554M  250x2 4.59 MaskGIT 227M 8 6.18
iMF-B/2 + DA (Our) 89M 1 2.81 " o ) ) oo
IMEM/2+DAOun  174M 1 198 DMAE OOM 25062 360 T s S
iMF-L/2+ DA (Our) 400M 1 158 SimDi . 2B 1000x2 2.77 STARFlow n 1 4B 1024x2 240
iMF-XL/2+DA (Our) 610M 1 1.50 D}T—XL/Z 675M  250x2 2.27 LLamaGen-3B 3.1B 256x2  2.18
— SiTXL/2f 675M  250x2 2.06 VAR-d30 2B 10x2  1.92
2-NFE d:ﬁ;usmn/ﬂow from scratch SiT-XL/2 + REPA' 675M  250x2 1.42 MAR-H' 943M  256x2 1.55
IMM-XL/2 . 675M  1x2  7.77 sip2" - 512x2 1.38 RAR-XXL' 1.5B  256x2 1.48
MeanFlow-XL/2+ 676M 2 220 LightningDiT-XL/2" 675M  250x2 1.35 XAR-H' 1L1B  50x2 1.4
a-Flow-XL/2+" 676M 2 1.95 DDTXL/2" 675M  250x2 1.26

decoder adaptation as a lightweight yet effective mechanism for improving generative quality without introducing
additional inference cost.

Visual Comparison of Generated Samples. We provide additional qualitative comparisons for decoder
adaptation (before and after) on iMF-XL/2 across 11 different classes, as shown in Figures 13-23. For each class,
we present two sets of eight samples: the top row shows results before decoder adaptation, while the bottom
row shows results after adaptation. Samples in the same column are generated from identical generative latents
24, with the only difference being the decoder parameters. Across all classes, decoder adaptation consistently
produces samples with richer fine-grained details, whereas samples before adaptation tend to appear slightly
smoother. In addition, decoder adaptation reduces visual artifacts and yields more semantically consistent
samples.
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Figure 15: Class 81: ptarmigan (top: before, bottom: after).
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Figure 23: Class 817: sports car (top: bef&)re, bottom: after).
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